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Abstract:

Modern Al systems can be architecturally transparent and yet mechanistically opaque. Because
opacity undermines applications in science and society, the problems of post-hoc interpretability
have become increasingly relevant to modeling, alignment, regulation,and compliance. In this
talk, I will present a series of works on what Al and the cognitive sciences have to offer each other
to advance our understanding of complex systems interpretability. | will suggest that tackling
interpretability problems concerningnatural or artificial systems can benefit from integration of
complexity-theoretic and experimental efforts across Al and the Cognitive and Brain Sciences. |
will describe one such strategy: a framework to guide the discovery of (i) interpretability
methods with adequate performance and (ii) knowledge of the conditions that make it possible.
As case studies, | will present work on top-down and bottom-up interpretability that draw on this
methodology.

Bio:

During my PhD, | worked at the intersection of Theoretical Computer Science and the Cognitive
and Brain Sciences at University of Bristol, and I'm currently a research scientist at the Max
Planck Institute ESI. My work uses formal, computational, and experimentalmethods to study
the problems of interpreting natural and artificial complex systems in Al and the Cognitive
Sciences.



