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Abstract

Das worldwide LHC computing grid (WLcG) wurde entwickelt um Ressourcen bereit
zu stellen, damit die groflen mengen an experimentellen und simulierten Teilchenphysik
Daten verarbeitet und gespeichert werden kénnen. Wegen der komplexen Infrastruktur
vom WLCG, kénnen Jobs die auf dem WLCG laufen wegen verschiedensten Griinden scheit-
ern. Es gibt immer ein Basis Niveau an gescheiterten jobs, welche im ersten blick keinen
gemeinsamen Entstehungsursache haben nicht gut erforscht sind, da diese vereinzelt zu
studieren oft sehr ineffizient und normalerweise nicht machbar ist. Diese werden auch
als Versagen vom Typ II verwiesen. Es gibt auch Versagen vom Typ I, welche bereits
erforscht wurden, da sie meistens durch einen gemeinsamen Fehler in der WLCG Infras-
truktur verursacht werden. Fiir diese Arbeit, ist nur das Versagen von Typ II interessant.

In dieser Masterarbeit wird ein vorwarts-gerichtetes neuronales Netz (NN) benutzt, um
zu untersuchen ob es versteckte Korrelationen in den Metadaten gibt, die zu einem er-
hohtem Risiko fiirs Versagen von Typ II fithrt. Es stellt sich heraus, dass das NN fahig ist,
fertige Jobs von Versagten Jobs von Typ II zu trennen, was ein Indiz dafir ist, dass es ver-
steckte Korrelationen gibt, die das Risiko erhéhen. Diese erhohten Risikofaktoren konnen
nicht durch einzelne Eigenschaften der Metadaten erschlossen werden, wobei Tendenzen
beobachtet werden kénnen. Desweiteren kann beobachtet werden, dass die Versagten Jobs
von einzelnen Benutzern besser von den fertigen Jobs vom NN separiert werden konnen,
als die Versagten Zentralen ATLAS Jobs.

Abstract

The worldwide LHC computing grid (WLcG) was developed to provide the resources
needed to process and store the large amounts of data produced by particle physics ex-
periments and simulations. Due to the complex infrastructure of the the WLCG, jobs
can fail for various reasons. There is always a baseline level of job failures, which seem
to have no common origin and are not well investigated, as examining them individually
is inefficient and typically not feasible. These are referred to as type II failures. There
are also Type I failures, which have been well studied, as they are usually caused by a
common error in the WLCG infrastructure. In this thesis only Type II failures are of
interest.

In this master thesis, a feed-forward neural network (NN) is used to investigate whether
there are hidden correlations in the metadata space, leading to higher risk for type II
failure. It turns out that the NN is actually able to separate failed jobs of type II from
finished jobs, indicating that there are hidden correlations, which increase the risk factor.
However, the cause for a higher risk failure can not be inferred from single features of
the meta data, but tendencies can be observed. Furthermore, it could be observed that
the failed jobs of individual users are better separated from the finished jobs by the NN,
compared to the failed central ATLAS jobs.
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1 Introduction

In experimental particle physics, large amounts of data are collected and need to be pro-
cessed. In order to handle this challenge, large computing infrastructures are needed. The
field of particle physics investigates the most fundamental constituents of the universe and
how they interact with each other. These fundamental constituents of the universe are

also considered as elementary particles.

The properties and the interactions of these elementary particles are studied by various
experiments. The most successful theory to describe the experimental observations is
the Standard Model of Particle Physics (SM), although it is not complete and can not

describe everything observed in the universe.

The SM is able to predict the properties and interaction strength of the different ele-
mentary particles very precisely. Also the experimental side of particle physics is already
in a state of high precision measurements, meaning that the uncertainties are very small.
Due to the probabilistic nature of the elementary particles and their interactions, large
amounts of data are needed, to distinguish between statistical fluctuation and real physics

observation.

Therefore, modern particle physics experiments produce a huge amount of data, which
is infeasible to deal with for small scale of computers. In order to overcome the com-
putational limits, grid computing infrastructures are developed, which connects multiple
clusters of computers in different locations and then distribute the workload among all

these computers.

CERN is one of the international organisations, to study elementary particle physics. It
hosts the Large Hadron Collider (LHC), which is used to accelerate particles. Further-
more, CERN and affiliated institutions run their own grid computing infrastructure, called
the Worldwide LHC Computing Grid (WLcG). The WLCG is used by the ATLAS collab-
oration, which hosts one of the largest experiments at CERN. The ATLAS collaboration
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submits computing tasks to the grid to process and store their data. These submitted

tasks are referred to as jobs.

Due to the complex infrastructure of these grids, jobs can fail, although the executables
are correct. Sometimes failures of some components of the grid within one cluster occurs,
leading to a significant increase of job failures with the same origin (e.g. network errors,
which then lead to failures, when the job is trying to transfer files, since there is no net-
work connection). These failures are referred to as type I failure. However, there is always
a baseline level of job failures with no common origin all the time, which referred to as
type II failures. Investigating these failures individually is very inefficient and usually not
even feasible. It is not even clear if the type II failures originate based on a common error,

or if they just appear "randomly".

Since the type II failures are not well investigated due to the diversity of reasons for
failure, this thesis tries to figure out if there are common hidden job failure risk factors
causing these type II failures. The following method is chosen for this purpose. First a
feed forward neural network (NN) is trained with the goal, to separate the failed jobs of
type II failed from the finished ones. If the NN is able to separate the finished jobs from
the failed jobs of type II, this means that there is some information in the meta data, that
is correlated to the success/fail rate. Assuming that the NN was successful in separating
failed jobs of type II from finished jobs, the next step is then to investigate the features
of the NN, in order to understand how the NN was able to differentiate between failed
jobs of type II and finished jobs. Using these insights gained from the meta data studies,
possible measures can then be derived, of what causes higher failure rates. As an result,
possible measures can then be derived from the insights, to mitigate the factors which

leads to a higher type II failure rate.



2 The WLCG for the ATLAS
Computing Jobs

The ATLAS experiment currently records over 10,000 TB per year and processes 25, 000 TB
of data per week. Since storing and processing this huge amount of data is infeasible for
local computers, the ATLAS experiment utilises the world wide LHC computing grid
(WLCG).

2.1 Structure of the WLCG

Tier-2 centres
(about 130)

ASGC gl - .
Taiwan i;s‘ e
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Figure 2.1: Tier structure of the WLCG.

The WLcaG [I] consists of 170 connected computing centres in more than 40 countries.
The goal of the WLCG is to provide computing resources for data processing and storage
for the different LHC experiments. Although the WLCG is lead by CERN, managing the

distribution of the computing workload in the WLCG is done by each experiment.
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The WLCG can be divided into four levels which are referred to as tiers, as shown in
Figure 2.1l Every tier has its own specific tasks and is made up of computing centres.
The Tier-0 is the CERN data centre, through which all the raw data produced from the
LHC is passed. The Tier-0 distributes the raw and reconstructed output data to Tier-1
computing centres, makes the first pass of reconstruction of the raw data and also repro-

cesses data if the LHC is not running.

The Tier-1 consists of 13 computing centres and is responsible for storing raw and re-
constructed data, perform reprocessing, saves its output, distribute data to Tier-2s and
also store simulated data. Furthermore, the Tier-1 computing centres are directly con-
nected to CERN via 10 GB/s optical-fibre links.

The Tier-2 consists of approximately 155 sites, which are typically universities and sci-
entific institutes. They also store data and provide computing power for analysis tasks.

Moreover, they are also used for production and reconstruction of simulated events.

The Tier-3 is just additional computing power for local use at universities, which could
also consists of only one individual PC. For the Tier-3 there is no formal engagement
with the WLca. Individual users can access the grid through local or Tier-3 computing

resources, which can be local clusters of the university.

2.2 Grid Jobs

Task » |Submission >

r X

Executable] Memory ... # CPUS

Meta data

Figure 2.2: Submission of a task as a job to the grid.

In order to perform a task on the grid, a job needs to be defined, which can then be sub-

mitted to the grid. A job is different from a task, which is executed on a local computer.
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If a task needs to be executed on a local computer, then a simple executable is defined,
which specifies what tasks the computer has to perform, if this executable is executed for

example in a simple shell.

But if a task needs to be executed on the grid, apart from the executable, also a sub-
mission file is required which is sketched in Figure 2.2 This submission file specifies
concretely, how much resources are required in terms of memory, number of central pro-
cessing units (CPUs), runtime and many other options. When the job is submitted to the
grid, further information is associated to the job, such as start time, end time, unique job
id, the options specified in the submission file and further information. This information
about the job is called the meta data and is saved in a database for each job submitted
to the WLCG.

2.3 PanDA

Pilot wrappers

Generic scheduler (OSG)
Pilot factories (LCG)
ARC Control Tower (Nordugrid)

Figure 2.3: Panda architecture and workflow sketch.

As mentioned earlier in section the resource management is done by each of the
experiments themselves. In order for ATLAS to distribute the workload to the whole
WrLca, the Production and Distributed Analysis (PanDA) [2] system is used. A sketch
of the architecture and workflow is shown in Figure 2.3 The jobs with its submission
file are submitted to the PanDA server. These jobs are then also put into an global job
queue with all the other jobs submitted to PanDA. The PanDA server then sends pilot

jobs frequently to the different computing sites, based on the availability of resources of
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the different sites. These pilot jobs then fetch the resources and set up the environment.
Important in that step is, that the pilot jobs frequently update the PanDA server about
their status. After a certain time, when the pilot job stops sending these updates, the
pilot job is killed automatically. On the other hand, when the pilot job has finished setting
everything up, a signal is send to the PanDA server, which then pulls a job from the global
job queue from the PanDA server. Apart from distributing the jobs to the different sites,
the PanDA server also saves and monitors the meta data of the jobs. The PanDA job

meta data can then be visualised and analysed with the tool Kibana [3].

2.4 HTCondor

Submitting Jobs to the OSPool using HTCondor Job Scheduling Software

Access Point Job Queue Execution Points
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S cHic | |cHre
b ‘:m;xecutablefscripts T ..
A1

= Submit file Submit COmMand se— Job Queue —
* Data files Job(s) submitted to queue. Jobs wait in the Job
i Scheduling Software’s Cl'ﬂc CHTC
/staging ‘ queue until matched to
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Figure 2.4: Job submission flow with HTCondor.

The PanDA system is used to handle the ATLAS jobs, which are submitted to the WLCG.
If individual users, who are part of the ATLAS collaboration need grid resources for their
research, they can for example submit jobs to local computing sites via HTCondor [4].
HTCondor is a software for high throughput computing (HTC). This is another batch
system, used to distribute the jobs on local clusters and therefore also plays a role in the
global workflow of jobs. It serves as a job scheduler, manages the resources and can also
handle workflows, where the dependencies of the single jobs within the workflow are taken
care of. The job is put into the HTCondor job queue, once it is submitted via HTCondor.
Then the scheduler manages the available resources in a fair way between everyone who

submitted jobs to the system. Furthermore, HTCondor can also handle priorities, to not
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only decide by fairness but also by giving priority to jobs, which can then be scheduled
first. Once the jobs are finished, HTCondor can provide outputs like log and error files
to the user if requested in the submission file. It also provides services, to monitor the

status of the jobs.

2.5 Job Fail Rate and Fail Type

100% @ finished

@ railed
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level

Percent
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Modificationtime per day
Peaks

Figure 2.5: Histogram for the failed and finished jobs for different days of the modifi-
cation time for one computing site.

From Figure [2.5] it can be observed, that everyday there is at least a baseline level
amount of of failed jobs. These failed jobs do not necessarily correspond to flawed exe-
cutable. Jobs can fail, even if the executable works, because of the complex infrastructure
of the WLCG. Due to the complexity, the reasons for a failed jobs are often not clear,
since there are many factors, which might lead to this failure. One example could be, that
the network which connects the different computing resources is overloaded, leading to
timeouts. Another example could be that currently on one site there is a large number of
high memory jobs on one site, leading to a lack of memory. In the following, two different
types of failures are defined. One type would be the high peaked bin failures, which will
be referred to as type I failure and the other type would be the base level bin failures,
which will be referred to as type II failures. Here a bin refers to a certain time range for

one computing site.
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The type I failures are the failed jobs which by definition belong to bins, that have a
significant higher failure rate, than the baseline level failure rate indicated in Figure [2.5]
Since this type I failures have a huge impact on the performance of the computing site,
these failures need to be investigated immediately to provide reliable computing resources
to the WLCG. An advantage of this type of failure is, that the failed jobs mostly can be
traced back to the same origin, which causes these failures of jobs. Therefore, investigat-
ing and finding the source for the failed jobs can increase the efficiency significant. The
type I failures can be defined as the failures with a common time and location wise origin

of error, which are investigated and also solved.

The type II failures are the jobs, belonging to bins, whose failure rate does not deviate
significantly from the baseline level failure rate. In general, there is no clear threshold
on the failure rate, which defines if the failures belong to type I or type II. It is a free
choice. It is not predetermined, but has to be set and can be arbitrary. The type II
failure rates have a slight impact on the performance, but by far not so significant as
the type I failures. The type II failures in general can not be traced back to the same
source of job failures. The reasons why the jobs fail for the type II rather seem to be
random. Investigating these types of failed jobs individually is highly inefficient and does
not improve the performance of the computing site a lot. This is also the reason, why these
failed jobs have not been really investigated yet, since the gain is rather low, compared
to the time which is needed to investigate them and trying to solve the problems for each
job individually. In fact, sometimes it is even more resource saving to accept a certain
fail rate, rather than upgrading the infrastructure directly in a way, that every failure
is avoided. However, if in this analysis it turns out, that there is a common source for
the type II failures, which might lead to a higher risk factors, it can be communicated
to the community. For example, if the problem is that most of the type II failure occur,
because individual users are not able to estimate their resource needs for a job and it
tends to always need more than requested, then by default always a little more resource

than requested can be allocated for the users.
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Machine learning is a method, where computers can learn patterns and correlations from
data, in order to make predictions or decisions without explicitly programming it. One of
the most popular class of algorithms in machine learning are neural networks, which are

inspired by the structure and function of the human brain.

3.1 Architecture

Input layer | Hidden layers i Output layer
i h h, o 0
__Ao—/0 :
<7 MNN

\"’ .i"';. i"';. Outpug 1
Input 2 A'MN Wbt(
S elhelih
8NN

Figure 3.1: Sketch of a feed forward neural network (NN). Here one circle is considered
as node/neuron and one column of these nodes as layer.

In the frame of supervised ML, one of the main tasks is classifying observations into
a discrete number of classes. For that, a ML model would use some observed properties
(called features) as input and then based on these features, make a prediction about the
class it should belong to. One popular approach for this type of task is to use a feed
forward neural network (NN) [5], from which a sketch is shown in Figure 3.1]

An NN consists of multiple layers, where the first layer is considered as input layer, the

last one as output layer, and every layer in between as hidden layers, shown in Figure
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3.1 The number of nodes in the input layer represents the number of features. In an NN
the number of features is fixed and is therefore not suitable for tasks, where the number
of input features can vary. Furthermore, each node is treated as independent from the
nodes in the same layer and can therefore be represented as a vector h. However, this
can be a disadvantage, like in making predictions on images on pixel level, as pixels are
typically highly dependent on its neighbours and from that NN architecture, neighbouring

information would get lost.

The NN generates from given input features ¥ € R™ an output ¥ € R™, by passing
the information layer-wise forward. Here n is the number of features and m the number
of outputs. In the case of classification, the number of outputs would correspond to the
number of classes, except in the binary case. There the number of outputs is equal to

one. Passing the information from a previous layer to the next one, can be described by

Ei =f (Wz . ﬁi—l + gz)

Here W; are referred to as weights of layer i, b; as bias of layer i and f as activation
function. The weights and biases are learnable parameters of the NN and f is used, to
introduce some non-linearity and is predefined in the model. The introduction of the
non-linearity is used to give NN the capability to also capture non linear dependencies of
the data. If the NN is built purely build by linear layer, then the NN would only output
a linear transformation of its input. Each element of the new vector l_iz would then be
represented as one node in the layer i and therefore each node in the layer is dependent

on every node in the previous layer.

Typical activation functions between input/hidden layers to add non-linearity to the

NN are ReLU or sigmoid, shown in Figure [3.2]

10
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sigmoid " RelU
| R(z) =maz(0, z)
B :

Figure 3.2: Sketch of a sigmoid (left) and a ReLU (right) activation function.

When the information is passed on from the last hidden layer to the the output layer as
described in equation [3.1] typically the sigmoid activation function is used as non-linearity
for binary classification, of which a sketch is shown in Figure [3.2 on the left. The sigmoid
activation function is a popular choice for that task, since for binary classification the
NN has only one node in the output layer. Because the sigmoid function can only take
values between zero and one, the value can be interpreted as a probability. If we choose
our binary classes to be either zero or one, then the probability prediction of our classes

from the NN can be interpreted as

p(C|%,6) = (3.1)

—

y(z|6), for C=1
1 —y(x|0), for C=0

Here C represents the class, & the input features to the NN, g the learnable parameters,
e.g. the weights and biases in the forward pass from one layer to another and y(z) the

—

output of the NN. This distribution p(C|Z,#) is called Bernoulli distribution.

3.2 Parameter Estimation

As mentioned in section [3.1], the NN has its own weights and biases for each layer, which
are learnable parameters. Hence, by default these parameters are not meaningful and
so is the output of the NN with given input. In the case of classification, the model is
expected to predict the probability for each of the possible classes based on the input.
These probabilities should then ideally represent the true underlying probability distri-

bution, from which the data is sampled.

11
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This can be achieved, by introducing a loss function, which is minimised with respect
to the model parameters. For the binary classification, usually the binary cross entropy

is used as loss function, which is defined as follows:

((500) =~ (s (6 (40) + 1 - bos (-3 (70) G2

In this equation, y is the true class, & are the input features to the NN, g the weights
and biases of the NN and ¢ is the prediction/output of the NN. If the two possible
classes are either zero or one, then it can be observed, that the loss function in equation
corresponds to the negative logarithmic likelihood of the Bernoulli distribution from
equation[3.1] Since the loss function corresponds the negative logarithmic likelihood of the
Bernoulli distribution, estimating the model parameters with the binary cross entropy as
a loss function is equivalent to a maximum likelihood estimation of the model parameters,
where the likelihood is a Bernoulli distribution. Since equation gives only the loss of
one data point, minimising the loss [ would only estimate the model parameter for that
given datapoint. Hence, the desired model parameters are chosen, such that the loss for
the whole dataset is minimised. This can be achieved, by using the loss function for the

whole dataset, which is given by

L(X,0.7) - _jlv S (wlos (3 (710) + (1 —wres (1= (717))  (33)

Here L is the mean loss function of all data points within the dataset, N the number
of data points, X the matrix of all features for each data points, i the true label for all
data points and 6 the model parameters of the NN. As previously discussed, minimising
[ corresponds to a maximum likelihood estimation for one data point. Therefore, min-
imising L would be a maximum likelihood estimation for multiple data points, which are

assumed to be drawn independently and from an identical distribution.

In general, finding the minima of the loss function L with respect to the model param-
eters is not analytically possible, due to the complex structure of the NN. However, by
using the fact that the gradient always points to the direction of steepest ascent, local
minima of the loss function with respect to the model parameters 6 can be approximated

by updating the model parameters according to the rule

9_;+1 = 671 - )\ﬁ@.L (57 9_;‘, y) (3-4)

12
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The parameter A\ here is referred to as learning rate and determines the size of the

gradient step. Putting together equation [3.3] and the parameter update becomes

G =0 - A Y Vil (T i) (3.5)

N n€Dataset
Updating the model parameters takes every gradient of each data point equally into
account. This method of updating the model parameters with the gradient is called
backpropagation of error [6]. Sometimes it is desired that not all data points are taken
equally into account, but the parameters are estimated more towards certain data points.
This can be achieved, by introducing weights to each data points individually in the loss

function L. Then equation [3.3] then becomes

L(XG70) = > wi(wlos (9 (716)) + (1 -y tos (1 -5 (214)))  (36)

i€Dataset

and the equation [3.5] then becomes

. . 1 .-
Oip1 = 0; — )\N Z w, Vgl (xn, 0;, yn) (3.7)

neDataset
It can be observed, that now the gradient is not updated by simply the mean of all

gradients, but a weighted mean, giving certain data points a higher /lower importance.

— Gradient Descent
—— Batched Gradient Descent
—— Stochastic Gradient Descent

Figure 3.3: Sketch of convergence of different gradient descent batch sizes.

In practice, calculating the gradient for every data point in a large datasets is very
slow and consumes a lot of memory. Hence, the gradient descent method for the whole
dataset is not always suitable, especially when the datasets get huge. Two other methods,

which are used to avoid this problem is stochastic gradient descent and batched gradient

13
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descent, where stochastic gradient descent is an extreme case of batch gradient descent.
The idea behind batched gradient descent is to first split the whole dataset into batches.
The number of data points within one batch is then referred to as batch size. Then the
gradient update step is performed like in equation but instead of summing over the
whole dataset, the sum goes only over one batch and N would then be the batch size. The
dataset is then passed batch wise through, updating the model parameters % times
per dataset. Passing through the whole dataset batch wise through once is referred to as
one epoch. The gradient descent method is just a extreme case of the batched gradient
descent method, where only one batch is used with the batch size being all the data points
in the dataset. The stochastic gradient descent method is another extreme case, where

the batch size is one, so there are as many batches as there are data points in the dataset.

The disadvantage of the gradient descent method is that is gets very computationally
expensive for large datasets. The fastest processing of the dataset would be the stochastic
gradient descent, since in this approach only the gradient for one data point at one time
needs to be calculated. However, this suffers from stochasticity of the data points as
the name suggests. This leads to a very noisy path, while converging, which is sketched
in Figure Therefore, the batched gradient descent method is the typical method
to use, since this has the benefit of being quick with sufficient small batch sizes and at
the same time has less noisy paths, due to the fact that more than one data point is
included. To make the convergence path even smoother, optimiser can be used, which
then also ensures, that the convergence to the minimum is faster. A popular optimiser is
"Nesterov-accelerated Adaptive Moment Estimation" (Nadam) [7]. The optimiser modifies
the model parameter update function, shown in equation by adding information of
previous gradients. In general it should be noted, that this technique can be used to find
a minimum of the loss function with respect to the parameter of the NN. However, it
is not ensured that it is a global minimum, since the algorithm converges towards any

minimum.

3.3 Monitoring and Inhibiting Overfitting

As described in the section [3.2] the NN parameter is estimated by finding a minimum
of the loss function with respect to the NN parameter. The procedure of finding the
minimum is also referred to as training of the NN. During the training of the NN, the
parameters of the model is tuned, trying to fit the output of the NN to the labels of the

dataset for each data point. A typical problem, which occurs when training the NN is,

14
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that the NN performs very well on the dataset, but very bad on unseen data. This is
referred to as overfitting, where the model is not able to generalise the prediction. This
can occur, when the model is as the name suggests over fitted to the dataset, meaning

also small fluctuations of the dataset are learned and therefore loosing its generality.

One way to detect overfitting of models during the training is to split the dataset before
training into two parts. One part is referred to as the training dataset which is used to
train the model. The other part is referred to as the validation dataset, used to evaluate
the models performance on data, which has not been used for training. Now after each
epoch of training, the loss of the validation dataset is compared to its previous value. If
the loss of the validation dataset starts to become worse continuously from a time point
on, then the model is overfitting, shown in Figure [3.4. There it is observed, that the
validation loss is slowly increasing from the red dotted line on with increasing number of

epochs, although the training loss is still decreasing.

1.0 —— train
—— validation
0.9 4
0.8 A .
Overfitting
7
B 0.7-
o
|
0.6 A
0.5 A .
0.4 n?‘d]’*;‘%
0 100 200 300 400 500
Epoch

Figure 3.4: Example plot of the loss function in an overfitting scenario.

There are general approaches to prevent the model to overfit while training. One
method is to implement an early stopping mechanism. This mechanism stops the training
directly, if the validation loss stops decreasing. In order to implement the early stopping
mechanism, two parameters are introduced before starting the training of the model. One

parameter is called A,;, and sets the threshold of how much the validation loss has to
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improve, in order to count it as improvement. The second parameter is called patience
and sets the number of epochs, before the early stopping mechanism stops the training
if the validation loss keeps not improving. The early stopping mechanism then ensures
that if the validation loss does not improve at least more than A, for patience number
of epoch, then the training is stopped. If in one epoch the validation loss does improve

more than A,;,, then the count is restarted.

Another method to prevent overfitting is weight decay. The idea behind this method is
to add a penalty term in the loss function, such that larger values for the model parameters
would lead to a higher penalty term. The loss function with weight decay can be described
by

Lweightidecay =L+ )‘| |§| |2

In that equation, L. would correspond to the loss function like the one from equation
M for binary classification, \ determines the strength of penalty for larger weights, 0
are the model parameters and ||.||2 is the L2 norm. From the form of the loss function
with weight decay, it is observed that now it is not a maximum likelihood estimation, but
rather a maximum-a-posteriori (MAP) estimation with an Gaussian prior for the model
parameters centred around zero. Although this does not stop the training itself, it is

empirically shown that this method does prevent overfitting in the first place [§].

Another method which is typically used to prevent overfitting for NN is to use dropout
layers. For the dropout layers one parameter has to be predefined, which is the probability
p for a node to dropout in the dropout layer. Then in every iteration, when the data is
passed through the NN, each node is skipped with a probability of p, meaning that they
will simply be set to zero. When the gradient descent step is then performed, the weights of
these nodes will not be changed, since they had no influence on the output. Furthermore,
the output of each node in the dropout layer is scaled by a factor of ﬁ. A sketch of the
drouput layer is shown in Figure [3.5 The only layer which should not be turned into a
dropout layer during training is the output layer. Just like the method of weight decay,
it does not stop the training in case of overfitting, but overfitting can be prevented in the
first place [9)].
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Figure 3.5: Sketch of the Dropout mechanism for a single hidden layer with dropout.

3.4 Feature Importance of NN

NN can be utilised, to classify data points based on the different features Z, which are
associated to these data points. For the classification, the different features can have
different importance for influencing the output of the NN. One method to investigate the

importance of the features is to look at the derivatives of the output with respect to the

inputs [10].
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Figure 3.6: Example data distribution with different feature separation power.

It is expected, that the first derivatives with respect to features which has no separa-
tion power are small, since they can not separate well and therefore predict both classes
equally likely if only taking this feature into account. Taking Figure [3.6] as example, the
first derivative with respect to x; is expected to be small. This is due to the fact, that
the prediction if something belongs to class red or blue is not changing along x, as the

distribution for blue and red if projected down to z; looks equally distributed. Looking
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at the feature x5 on the other hand, it is expected that the derivative is big. This is due
to the fact, that in the space of x5, there are regions where only class red or class blue
if dominantly populated. Therefore, the NN should be able to predict class blue, if the
feature belongs to the blue region of x5 and red if it belongs to the red region. There is a
transition region in the space of x5, where the red region transitions to the blue region. In
that transition region, the NN should predict 0.5, assuming that the red and blue classes
are encoded into 0 or 1. This is the reason, why along x5 there should be a high gradient

and along x; not.

The second derivative can be taken into account, to get information about the impor-
tance of the feature. A high value for the second derivative would correspond to a strong

curvature. Therefore, features with high separation power should have a high curvature.

To study the feature importance of the NN in practice, a small test dataset is used, to
calculate the hessian and the jacobian of each datapoint. Then the mean of the absolute
values of the jacobian and the hessian is calculated with respect to all datapoints. Based
on the mean absolute value of the jacobian and the hessian, the importance of each feature
can then be estimated. A high value would correspond to a higher importance, while low

values correspond to lower importance.
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4 Job Failure Type Handling

4.1 Binwise Weights Method

In this analysis, searches for hidden job failure risk factors in the ATLAS job meta data
are performed. The goal is to mainly find the higher risk factors for the failure type II,
as described in section For that, first an NN is trained, trying to separate failed
jobs from finished jobs in the meta data space. Due to the fact, that only type II job
failures are relevant for this analysis, these failures should be taken more into account
when training the NN to especially separate failed of type II from finished jobs. At the
same time, type I failures should be neglected to a large extend. This is achieved by
introducing weights to each job, which are used during the training of the NN. These
weights can give more or less importance to individual data points, as shown in section
0. 2L

} Nfailed
Ntotal / 2

Ntailed * Wrailed

Nﬁn'
shed *
! Nfinished * Weinished Nigtat / 2

Figure 4.1: Calculation of the weights for every job within one bin.

The weights for the jobs are calculated in a bin wise manner. Here a bin is defined
according to section [2.5, where the time range is chosen to be one hour. The weights for
every failed and finished job within one bin can be calculated as

N in,tota
~bintotal .5, (4.1)

Whyin,type = Nb'
in,type

If there is a bin with only finished jobs, then the weights for the finished jobs is set to
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4 Job Failure Type Handling

one. On the other hand if there are only failed jobs in a bin, then the weights are set
to zero. The reason for is, that they belong by definition to the type I failures and are
therefore not interesting for this analysis. A bin wise calculation of weights is chosen,
since the type I failure has by definition a higher proportion per bin than the type II
failure. Therefore, by the weight definition shown in equation the type II failures
will have higher weights, while the type I failures have lower weights. Another effect
this weighting has, is that the failed and finished jobs are getting more balanced in the
training, since the dataset is in general highly imbalanced. There are way more finished
jobs than failed jobs in total and therefore might bias the NN towards classifying only the
finished jobs correctly. With this weighting, the failed jobs then get an additional pull in

also classifying the failed jobs correctly.

4.2 Masked Method

As mentioned in section the goal of this analysis is to find hidden job failure risk
factors for type II failures. Therefore the main goal for the NN is to be trained, such that
it can separate finished from failed jobs of type II, while neglecting failed jobs of type L.
An alternative way to the method discussed in section is to mask out the failed jobs
of type I. A sketch of the masking is shown in Figure 1.2

fg{g: 27%  74% 46% 13%

Masking|with 30% cut

Bin B

Figure 4.2: Sketch of how the masked method is used to exclude type I failures during
the training of the NN.

In order to apply the masking method, first a threshold Ciyreshola € [0, 1] is set. This
threshold then defines, until which bin failure rate the failed jobs is classified as type II. For

the purpose of the masking method, every failed job within a bin with fail rate smaller than
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4 Job Failure Type Handling

that threshold is then classified as type II failure. Hence, everything above is classified as
type I failure. In the masking method every type I failure job is then excluded from the
training dataset, while at the same time all the finished jobs are preserved. Furthermroe,

every job is weighted according to the weighting scheme described in section [4.1}
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5 Dataset and NN Features

The dataset used for the analysis, is the meta data of the computing jobs of ATLAS on the
WLca. Only the jobs which are either finished or failed are considered in this analysis.
For training the NN, only 13 features of the meta data are used, which are shown in the
table 5.1} For the training and validation dataset, only data from August to October are
taken into account. Also these are the data, which are used to create the histograms in

this section.

Features

1/O Intensity

Wall time

Disk I/O

Memory leak

I/O bytes write rate
I/O bytes read rate
I/O bytes read

I/O bytes written
Output file bytes
Core count

Input file bytes
CPU efficiency
CPU consumption time

Table 5.1: Features of the job meta data, used for training the NN to separate failed
from finished jobs.

The marginal distributions of these features are shown in Figures to 5.7 These

figures are created with overflow and underflow bins.
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Figure 5.1: Normalised histograms for the walltime (left) and output file bytes (right).
The normalisation is applied to each jobstatus separately.
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Figure 5.2: Normalised histograms for the memory leak (left) and I/O bytes written
(right). The normalisation is applied to each jobstatus separately.
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Figure 5.3: Normalised histograms for the I/O bytes write rate (left) and I/O bytes
read rate (right). The normalisation is applied to each jobstatus separately.
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Figure 5.4: Normalised histograms for the I/O bytes read (left) and I/O intensity
(right). The normalisation is applied to each jobstatus separately.
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5.5: Normalised histograms for the input file bytes (left) and disk I/O (right).
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Figure 5.6: Normalised histograms for the CPU consumption time (left) and CPU effi-
ciency (right). The normalisation is applied to each jobstatus separately.
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Figure 5.7: Normalised histograms for the core count. The normalisation is applied to
each jobstatus separately.

One observation from the histograms is that the outermost bins always have a (small)
peak. While the peak at the outermost bin on the right side originates due to overflow
bins, the outermost left bin is not caused by underflow bins except for the memory leak.
For all the other features, the outermost left peak is a real property of each feature dis-

tribution.

The marginal distribution of the output file bytes in Figure [5.1] shows, that nearly all
the events are within the first bin at zero. This is due to the fact, that when the jobs fail,
they usually are interrupted and therefore can not produce any output. Therefore, this
zero bin is caused by the fact that the job failed and not because small output file bytes
lead to higher fail rates. The same hold for the CPU consumption time variable, since

there the failed jobs also have a large peak at the first bin around zero.

Moreover, it can be observed, that there are CPU efficiencies, which gets larger than
one, which should not be possible by definition of that variable. However, this is caused
by the fact, that sometimes jobs can use more cores than it has requested and because
there are also sub processes for example for monitoring, which adds additional CPU con-

sumption time, since they use additional cores, which do not belong to the main process.

The features used to predict the class of the events are not used as raw inputs to the
NN, since the different features have different scales for the values. This makes it harder
for the NN to make predictions on the raw features. This problem can be solved, by
applying a scaling to the features, which does not change their shape, but only their
scales. For the analysis, a min-max scale is applied. For that each feature and each data

point is scaled by
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5 Dataset and NN Features

Tfeature — Lfeature,min

Tscaled =
Tfeature,max

Here Zfeature,min 15 the minimal value in the whole dataset for one feature, Zfeaturemax iS
the maximal value in the whole dataset for one feature and Zfeaiure 1S the unscaled feature

value.

Furthermore, every job with an CPU efficiency < 0.05 is neglected for the training of
the NN. This is done because the reasoning is that if a job fails, then it causes the CPU
efficiency to be low and not the other way around. The CPU efficiency variable differs
shape wise from the CPU consumption time and the output file bytes, since other regions
except for the first bin are also well populated by the failed jobs. That is the reason why
for CPU efficiency only a cut is set, while the CPU consumption time and the output file
bytes are only used to test the NN complexity and will be then discarded for the further
analysis. When calculating the weights, these jobs are still included. This is due to the
fact, that otherwise jobs with a high fail rate but in general low CPU efficiency, might
be taken out beforehand and therefore put a higher weights to the remaining jobs. This
would then lead to the fact, that during the optimisation step, these jobs have an equally
large weight, although they initially belong to the type I failures.
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6 Results

The goal of this analysis is to investigate if there are hidden correlations in the meta data
space, leading to higher type II failure rates. For that a NN is trained, which tries to
separate the failed jobs of type II from the finished jobs. The NN is suitable for this
task, since it can also capture multi-dimensional non-linear dependencies. If the failed
jobs of type II can be purely separated from finished jobs, it means that there exist such

correlations in the meta data space, which increases the type II failure rates.

In the first step a NN complexity test is done, in order to check if the NN is able to
find correlations in the meta data space, if there are in fact such dependencies. For that
two test variables (CPU consumption time and output file bytes) are included in the NN
training, since for these two it can be observed that low values leads to a higher risk for
a job to fail. If the test was successful, the same NN architecture is used, to train and
evaluated for the two job failure type handling methods discussed in Chapter 4] but this
time discarding the test variables, to study if there are real correlations in the meta data

leading to higher failure rates for failed jobs of type II.

If the NN is able to separate failed jobs of type II from finished jobs even without
the test variables, then the marginal distributions of the input variables for the NN are
investigated, trying to understand the decision making of the NN, and study when the
NN classifies the job as failed or finished.

At last, the failed jobs are also divided into central ATLAS jobs and individual user
jobs, to study if there are differences between these two types. Especially for this analysis
it is interesting to see, if there are differences in the NN output score histogram, since
an uneven distribution of central ATLAS jobs and individual user jobs for each bin would

directly infer, that there are differences in the meta data.

In the frame of this chapter, the training/validation dataset for the NN only takes data
from the beginning of August to the end of Oktober 2023 into account. For the evaluation
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of the score histograms, confusion matrices, ROC curves, AUC values, jacobians, hessians
and marginal distributions, only data from November 2023 are taken into account. This

holds for all the results shown in this chapter.

6.1 NN Complexity Test

In the first step, the NN is tested, whether it can find hidden correlations within the meta
data, if such correlations do exist. For that, all the features of Table are used in the
NN training. It is expected, that the NN will be able to confidently separate failed from
finished jobs, based on the output file bytes and CPU consumption time, since they have
mostly all their failed jobs located around zero. For this test, the binwise weights method

is used, which is described in Section [4.1]

Before the training, the data is first split into a validation and training dataset. For that,
the data is split with 80 % being in the training dataset and 20 % in the validation dataset.
The NN architecture for the classification task has 4 fully-connected feed-forward layers
with 32, 64, 64, and 32 nodes respectively. Furthermore, four ReLLU activation functions
between the input/hidden layers are chosen and sigmoid as output activation function
with one node in the output layer. For the training, the data is processed with a batch
size of 128, 60 epochs in total and a learning rate of 10~3. The optimizer used to update

the model parameters is NAdam.

To prevent overfitting, the early stopping mechanism described in section with
Apin = 1072 and patience = 20 is implemented. Furthermore, dropout layers are applied
for the hidden layers with a dropout probability of 0.2 and also the weight decay is im-
plemented with a penalty strength of 107°.

During the training, the loss and accuracy of the model is monitored for every epoch.

The course of the two metrics for every epoch is shown in Figure [6.1
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Figure 6.1: Loss and accuracy of the NN for each epoch for the training and validation
dataset.

In Figure it can be observed, that the curve for the training dataset is smooth,
compared to the validation dataset which is rather fluctuating. Furthermore, it can be
observed that although the number of epochs is set to 60, only ~ 40 epochs have been
completed. This means that already since epoch 20, the validation loss did not improve
more than 1072, which in turn triggers the early stopping mechanism. Furthermore, the

NN was able to achieve an accuracy of over 90 %.

A histogram for the output of the NN score is shown in Figure For that, only failed
events are taken into account, where the proportion of failed jobs have less than 30 %
failures in total for one hour for one computing site. This threshold is chosen, in order
to see if the failed jobs of type II could be successfully separated from the finished jobs,
since the baseline level failure rate for each bin is around 30 %, which are also the failures

this analysis is interested in.
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Figure 6.2: Histogram of the score of the NN for finished jobs and failed jobs with less
than 30 % failure rate within one bin.

It can be observed, that the distributions of the NN score shown in Figure for the
failed and finished jobs are well separated. The distribution of the finished jobs is more
narrow and peaks at one. For the failed jobs on the other hand, the distribution is more
spread with its peak at zero. Moreover, it can be observed that the NN was able to isolate
a good fraction of failed jobs from the finished jobs, which is expected since in this section
two test variables were included, where for some values the fail rate is much higher than
the finishing rate. However, a good amount of the failed jobs are also classified at the

region of the finished jobs for a score larger than 0.8.

The NN is also able to confidently separate the failed jobs from the finished jobs, mean-
ing that if there are regions of higher failing risk, the NN is definitely able to find these.

Based on the score histogram, a confusion matrix shown in Figure [6.3]is created, where

an output score of the NN below 0.7 is predicted as failed job and above as finished. This

cut is chosen, to maximise the diagonal elements of the confusion matrix.
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Figure 6.3: Confusion matrix where the normalisation is performed along the rows. The
events with an output score below 0.7 are classified as failed and above as
finished (Left). ROC curve showing the false positive rate on the x axis and
the true positive rate on the y axis (Right).

From the confusion matrix it can be observed, that the model is able to separate
failed from finished jobs. Also the ROC curve shows, that the NN performs very well in
classifying correctly if a job failed or finished with an corresponding AUC score of ~ 0.86.
In order to check if the CPU consumption time and the output file bytes variable were
really the driving factor, the jacobian and the hessian of the NN with respect to its input

is calculated, as it was described in section
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Figure 6.4: Jacobian of the NN output with respect to its input features.
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Figure 6.5: Hessian of the NN output with respect to its input features.

It is observed, that the values for the output file bytes in the hessian and in the jacobian
has significantly higher values than all the other features. This underlines the fact, that
the output file bytes is mainly used as the feature, for which the NN could decide if a
job is classified as finished or failed. However, the CPU consumption time did not play
an important role for the classification task. This is because the events in the bins with
a high failure concentration in the output file bytes distribution overlaps with the events
in the bins with high failure concentration in the CPU consumption time distribution.
Therefore the information of the CPU consumption time is redundant with the informa-

tion of the output file bytes and is therefore not used for the separation.

In the following analysis the output file bytes and CPU consumption time will be
discarded as features, since they were only used to test if the NN is complex enough to
find regions with higher failure risk, if there exist such regions. They can not be further

used in this analysis, due to the reversed causality as discussed in section [5]

6.2 Binwise Weights Method

In section [6.1] it was shown, that the NN can find hidden correlations for higher failure
risks, if there are regions of higher fail rates. In the next step, the output file bytes and

CPU consumption time will be discarded for the training, since they were only used for
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6 Results

the testing of the NN complexity.

In this section the same NN training setting is used, as described in section The
only difference in the NN training are the input features, as described beforehand. The

loss and accuracy curve for that training is shown in Figure [6.6]
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Figure 6.6: Loss and accuracy of the NN for each epoch for the training and validation
dataset.

From Figure it can be observed, that the mean of the validation loss and accuracy
is equally good, compared to the training loss and accuracy. This means, that overfit-
ting of the model could be successfully prevented and that the NN also performs well on
data, which were not used during the training. The loss and the accuracy shown in Fig-

ure|6.6|are not weighted, unlike the training loss, which was used for the optimisation step.

The histograms of the output score of the NN is shown in Figure 6.7 Only failed jobs
with a bin failure rate of 30 % are taken into account, while all the finished jobs are used
for the score histogram. This is done, in order to check if the NN was able to separate
the failed jobs of type II from the finished jobs.
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Figure 6.7: Histogram of the score of the NN for finished jobs and failed jobs with less
than 30 % failure rate within one bin.

From the score histogram shown in Figure it can be observed, that there is a peaked
region of the failed and finished jobs for the NN output score in the interval of [0.65,0.9].
This means, that the NN generally predicts also the majority of failed jobs rather as
finished, since 1 would correspond to the class finished and 0 to failed. Another peaked
region for the failed jobs can be observed in the interval of [0,0.45]. This region is very
pure with many failed jobs, but only very few finished jobs. Since NN outputs are deter-
ministic, it can be inferred that for the interval of [0.65,0.9], the finished and failed jobs
do overlap in the meta data space. For the second interval of [0,0.45] it seems like there
exist a region in the meta data space, which is mostly populated by the failed jobs, but
not by the finished jobs. This means, that the NN was able to find a region, where the

risk of failing is higher than for other regions of the meta data space.

To evaluate the general performance of the NN, the ROC curve is created and shown

in Figure
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Figure 6.8: ROC curve showing the false positive rate on the x axis and the true positive
rate on the y axis.

From the ROC curve it can be observed, that the NN could find some structure in the
meta data space, which makes the prediction of the jobstatus more accurate and reliable.
This is the case, since a diagonal line connecting the points (0,0) and (1,1) in the ROC
curve would correspond to a binary classifier, which can not distinguish one class from
another and therefore always predict the same probability for both classes, leading to the
diagonal line. However, since the Figure is above the diagonal line, it means that the
NN can actually distinguish to a certain degree failed from finished jobs and is better
than just randomly guessing. Also the AUC value confirms that, since the AUC value for
the ROC curve shown in Figure is &~ 0.69, while for random guessing the AUC value
would be at 0.5.

To evaluate the feature importance of the NN, the jacobian and hessian of the NN

output with respect to its input is calculated. The jacobian is shown in Figure and
the hessian in Figure
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Figure 6.9: Jacobian of the NN output with respect to its input features.
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Figure 6.10: Hessian of the NN output with respect to its input features.

From the jacobian and hessian it can be observed, that the most important feature
for distinguishing failed from finished jobs is the IO bytes written and also the rate of
it. However, similarly important are the actual core count and the walltime. It can be
observed, that the values in the hessian matrix is higher, if it belongs to a value, which also
contain the higher valued variable in the jacobian. This is due to the fact, that a higher
derivative means higher changing rate, which more likely leads to a sharper curvature in

space.
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6.3 Masking Method

As described in chapter [d] another method of training an NN to distinguish type II failures
from finished, while neglecting type I failures, is the masking method. This method just
tries to get rid of all type I failures, by masking them out completely during the training,
instead of just putting a lower weight on them. Also for this training, the output file
bytes and CPU consumption time are not taken into account as an input feature for the
NN.

Furthermore, the same NN training setting is used, as described in section [6.1} There-
fore, it is possible to compare the performance of the binwise method directly to the
masked method, since the NN architecture and also the input features are the same. The

loss and accuracy of the masked method NN training is shown in Figure [6.11
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Figure 6.11: Loss and accuracy of the NN for each epoch for the training and validation
dataset.

It can be observed, that the accuracy for the training and validation dataset performs
equally well. The mean of the validation loss is slightly better than the training loss.
However, the validation loss curve is in general more fluctuating and its peaks also fluctu-
ates on the same level than the training loss. The validation accuracy does not fluctuate
and is constantly on the same level as the training accuracy. Hence, there is no overfitting
of the model.

The histogram of the output score is shown in Figure [6.12, where only failed jobs with

a failure rate of 30 % for each bin is taken into account, while all finished jobs are used

for the score histogram.
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Figure 6.12: Histogram of the score of the NN for finished jobs and failed jobs with less
than 30 % failure rate within one bin.

It can be observed, that the distribution of the failed jobs in the NN score range of
[0,0.7] is rather flat. Other than in section , the peaked region with purely failed jobs
has less events and peaks less. Despite this difference, the NN was still able to find isolated
failed jobs region and in general the score distribution is very similar. This means, that for
the NN it is likely that there is no large difference for the NN training, if one chooses the
masking method or the binwise weights method. However, the binwise weights method
seems to be able to separate the finished jobs from the failed jobs slightly better, but
this can be caused by the reason that for the binwise weights method more failed jobs
were used during the training, compared to the masking method, where certain failed jobs
are thrown away. In the NN score range of [0.6,0.85] it can be observed, that the two
distributions overlap, which means that there are regions in the meta data space, where
the failed and finished jobs overlap. However, for the bin between [0.85,0.9], it seems like
the NN found a region in the meta data space, where most of the finished jobs are located
at, while compared to the finished jobs, only a smaller fraction of the failed jobs are also

located at that region.

In order to evaluate the performance of the NN as a classifier, a ROC curve is created

and shown in Figure [6.13
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Figure 6.13: ROC curve showing the false positive rate on the x axis and the true
positive rate on the y axis.

The ROC curve shows, that the NN is definitely better at predicting if the job failed
or finished based on the meta data, compared to randomly guessing. Also the AUC value
which is &~ 0.7 is larger than 0.5 confirms that the NN performs better than random
guessing. Therefore, there have to be some correlations, which allow the model to more

confidently say if a job was successful or not.

In order do determine the feature importance of the NN, the jacobian and hessian is

calculated. The jacobian and the hessian of the NN output with respect to its input is

shown in Figure and
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Figure 6.14: Jacobian of the NN output with respect to its input features.

39



6 Results

io_intensity

wall_time

diskio

memory_leak

|0bytesWriteRate

I0bytesReadRate

|0bytesRead

|0ObytesWritten

actualcorecount

inputfilebytes

cpu_eff

y
diskio
cpu_eff

wall_time

3
@
c
o}
=
£
2

memory_leak
|0bytesWriteRate
|0bytesReadRate
I0bytesRead
|0bytesWritten
actualcorecount
inputfilebytes

Figure 6.15: Hessian of the NN output with respect to its input features.

It can be observed, that also here, the IO bytes write rate has the highest feature
importance, directly followed by the actual core count. Apart from that, the wall time,
the IO bytes written and the output file bytes are also important features, the NN uses
to make a decision on weather a job is classified as failed or finished. In general it can be
observed, that for the masked method, the values for the hessian and jacobian are lower,
compared to the values in the binwise weighted method from section 6.2l By taking
the differences also into account from the score histograms, it can be concluded that the
binwise weights methods can separate more clearly failed jobs from finished ones, which
might be due to the fact, that the training data takes more failed jobs into account and
therefore also the variety of failed jobs in the meta data space is more diverse, compared

to the masking method.

6.4 NN Score Prediction Shift

Before moving to the analysis of the marginal distributions and getting a better insight
into how the NN distinguishes failed jobs from finished jobs, one property of the score his-
tograms is investigated. One interesting result of this study is, that in the score histogram
shown in Figure [6.7] the fraction of failed jobs is the same as the fraction of finished jobs
in the interval of [0.7,0.85] of the NN output score. Since the failed and finished jobs are

weighted in a way, such that there are as many weighted failed as weighted finished jobs
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during training, it is expected that the NN output score should be centred around 0.5.
This is due to the fact, that if there are as many weighted events of class one as class
zero and they are in the same input feature region. The NN should output that finding
a event of class one or zero should be 0.5, as both classes are equally likely. However, a
shift of 0.25 to the finished jobs side is observed.

In this section, the goal is to study if this is a problem of the implementation of the code
or rather a feature of the NN training method. More precisely it is to check, whether the
weighting can completely compensate for the datasets imbalance, leading to a prediction
of 0.5, if the two classes are all located at the same input feature region. For that a
mock-up dataset is created, where the data with two classes for the NN training overlaps
and are in the same region. The whole test and training dataset is drawn from a 2D unit
Gaussian, consisting of 500000 samples for the training and only 1000 samples for testing,
since the data is low dimensional and also the distribution is not very complex. In the
next step, the two classes are randomly distributed, such that at the end Q percent of
the data in the dataset belongs to class 0 and the other (100-Q) percent belongs to the
class 1 of the dataset with Q € [0,100]. The data distribution of the test data is shown
in Figure|6.16| since the plotting of the training data would be to crowded.
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Figure 6.16: 2D Gaussian distribution, with 1000 datapoints in total and with 50 %
having the label class 0 and 50 % having the label class 1.

It can be observed, that the data indeed overlap. In the first step, it is necessary to
show, that if there is a balanced dataset, the NN would also output 0.5 if the data for both
classes overlap. The overlap is ensured by drawing all samples from the same distribution

and can also be observed from Figure [6.16

The NN used for this NN score prediction shift has two hidden layers, with 6 and 12
nodes respectively. The non-linearity used between the input/hidden layer and another
hidden layer is ReLLU and the output activation function is chosen to be sigmoid. Further-
more, NAdam is chosen to be the optimiser and as loss function the binary cross entropy
is used. The learning rate is chosen to be 0.01 and the NN is trained in every training for
20 epochs. No additional overfitting mechanism for this training is applied. Furthermore,

for the training a batch size of 256 is used.

The loss and accuracy curve for the NN training for a balanced dataset, where 50 %
belongs to class 0 and 50 % belongs to class 1 is shown in Figure [6.17]
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Figure 6.17: Loss and accuracy of the NN for each epoch for the training and test
dataset.

From the loss and accuracy it can be observed, that both the loss and accuracy actu-
ally converged, while the test loss is fluctuating. There is no sign of overfitting and the
mean of the test loss is equally good, compared to the training loss. Furthermore, the
y axis shows only a very small region in the accuracy plots for the NN training shown
in Figure [6.17 Therefore, the fluctuations of the accuracy is also very small, although
the first glimpse might suggest otherwise. There is only a fluctuation of £0.001. It can
be also observed, that the accuracy has a steady value of around 0.5, which is expected

for a dataset, where the input space overlap and there are as many class 0 events as class 1.

In the next step, the score histogram for the NN is created, to confirm that the NN
does output 0.5 as a probability for a randomly drawn sample from a 2D Gaussian to be

in class 0 or 1. For this score histogram, the test data were used and is shown in Figure

618
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Figure 6.18: Histogram of the score of the NN for different class types.

From the score histogram in Figure [6.18] it can be observed, that the output of the
NN does overlap for both classes completely and that there is no shift in the prediction

towards zero or one in the distribution.

Now in the next step, an imbalanced dataset from the 2D Gaussian is created as de-
scribed in the beginning, where 70 % belongs to class 1 and only 30 % belongs to class 0.
Furthermore, a weight for each event is applied. The weighting scheme is the same, as
described in section [£.1] where all events in in the dataset is treated as one bin. Hence,
there are as many weighted class 1 events as weighted class 0 events. Intuitively it is
expected, that the NN would again output 0.5, since there are equally many weighted
events for both classes and these weights are also applied for the training of the NN.

The NN configuration is the same as it was used for the training of the balanced dataset
and also the dataset is the same, only the number of class 1 and class 0 labels are changed,

to get the 70/30 scheme.

The loss and accuracy for the training of the NN for the imbalanced dataset is shown

in Figure [6.19]
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Figure 6.19: Loss and accuracy of the NN for each epoch for the training and test
dataset.

It can be seen that the training loss and accuracy performs equally well, compared to
the test loss and accuracy. Although the train and test accuracy plot suggests, that their

performance is different, but this is just due to the scale. There is only a difference of 0.001.

The interesting part is now the creation of the NN score histogram, as this shows if a
imbalanced dataset which are just weighted to be equal have a distribution shift or not.

The NN score histogram is shown in Figure [6.20
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Figure 6.20: Histogram of the score of the NN for different class types.

It can be observed, that for the score histogram, there really is a shift of the NN output
to 0.7, although for the training, the number of events were weighted up, such that in the

weighted frame, there are as many class 0 events as there are class 1. However, it seems
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like the imbalance of an dataset can not be just treated by weights.

Using the insights gained through the tests ran in this section, the shift in the score
histogram of the NN training in section for the finished region as explained in the
beginning could be recreated. The whole implementation was done in PyTorch. Also it is
investigated, if the weights in the loss are taken into account correctly when calculating
the gradient. This is indeed the case, since the up weighting of the loss also up weighted
the gradient. Therefore, the assumption is that this shift is actually an feature of the NN

training itself, rather than an error of the code.

6.5 Marginal Distribution Analysis

From section and it can be concluded that there are failed jobs, which are in a
region isolated from the finished jobs. Therefore, the NN was able to find a representa-
tion, such that these failed jobs could be mapped from the meta data space into another

space, where the failed jobs are linearly separable from the finished jobs.

Furthermore, it could be observed, that the values of the jacobian and the hessian of the
NN with respect to its input feature are significantly higher than zero for some features.
From that observation, it can be concluded, that there are features, where the weighted
number of failed and finished jobs are not distributed evenly in the meta data space,

otherwise the output of the NN would show no gradient, like it is discussed in section [3.4]

In the next step it is of interest to study in how far the meta data space of the failed
jobs region and the finished jobs region of the NN score histogram differ and especially
what features were important in distinguishing failed jobs from finished jobs. This is
crucial, in order to understand how the NN was able to separate the failed from the fin-
ished jobs and also gives insight into recognising the issues, that lead to higher failure
probabilities of jobs. First insights of which feature might have been important for the
differentiation of failed jobs from finished jobs can be drawn from the jacobian and the
hessian. In order to understand the role of each input feature even better, the marginal
distribution histograms of the failed jobs region and the finished jobs region are created
and investigated. Since the binwise weighted method from section shows a clearer
peak structure in the NN score histogram and even higher jacobian and hessian values,
for the following studies, the failed jobs region and the finished jobs region are defined
according to the NN score histogram of section [6.2]
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In the following a failed region and a finished region is defined, where the failed region
should consist mainly of failed jobs and a finished region, where the other jobs belong to.
The failed region should contain all the failed jobs, where the NN was able to separate
them clearly from the finished jobs and therefore should only contain a small fraction of
the finished jobs, but at the same time maintain as many failed jobs as possible. The
regions are defined based on the score histogram shown in Figure [6.7) and it is used to
investigate the differences in the marginal distributions, to understand when the NN was
able to separate finished from failed jobs confidently and when it fails to separate them.
The failed region is chosen as the interval of [0,0.55] and the finished region is chosen
as the interval of [0.55,1] of the NN output score of the binwise weighted method. The
marginal distributions of the input features are created for the failed region, where the
NN output score yield a value smaller than 0.55, while for the finished region the NN

output score have to yield a value larger than 0.55.

In Figures to the normalised marginal distributions for the failed and finished
region are shown as histograms. Below these histograms, a ratio plot is drawn, showing

the unweighted ratio of failed jobs compared to finished jobs for each bin.
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Figure 6.21: Normalised histograms for the actual core count of the NN failed region
(left) and for the actual core count of the NN finished regions (right). The
normalisation is applied to each jobstatus separately.
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Figure 6.22: Normalised histograms for the CPU efficiency of the NN failed region
(left) and for the CPU efficiency of the NN finished regions (right). The
normalisation is applied to each jobstatus separately.
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Figure 6.23: Normalised histograms for the disk IO of the NN failed region (left) and
for the disk IO of the NN finished regions (right). The normalisation is
applied to each jobstatus separately.
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Figure 6.24: Normalised histograms for the input file bytes of the NN failed region
(left) and for the input file bytes of the NN finished regions (right). The
normalisation is applied to each jobstatus separately.
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Figure 6.25: Normalised histograms for the 1O intensity of the NN failed region (left)
and for the 10 intensity of the NN finished regions (right). The normali-
sation is applied to each jobstatus separately.
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Figure 6.26: Normalised histograms for the IO bytes read of the NN failed region (left)
and for the IO bytes read of the NN finished regions (right). The normal-
isation is applied to each jobstatus separately.
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Figure 6.27: Normalised histograms for the IO bytes read rate of the NN failed region
(left) and for the IO bytes read rate of the NN finished regions (right).
The normalisation is applied to each jobstatus separately.
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Figure 6.28: Normalised histograms for the IO bytes written of the NN failed region

(left) and for the IO bytes written of the NN finished regions (right). The
normalisation is applied to each jobstatus separately.
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Figure 6.29: Normalised histograms for the 10 bytes write rate of the NN failed region

(left) and for the IO bytes write rate of the NN finished regions (right).
The normalisation is applied to each jobstatus separately.
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Figure 6.30: Normalised histograms for the memory leak of the NN failed region (left)
and for the memory leak of the NN finished regions (right). The normali-
sation is applied to each jobstatus separately.
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Figure 6.31: Normalised histograms for the wall time of the NN failed region (left) and
for the wall time of the NN finished regions (right). The normalisation is
applied to each jobstatus separately.

In the following, the differences of the marginal distributions of the input features of the
NN are investigated for the failed and finished region defined above. The goal is to try to
get an deeper insight into which pattern the NN might use, to differentiate between failed
and finished jobs. One important pattern, which can occur is if the marginal distribution
of the feature in the failed region is in a complete different region than the finished region
distribution. Especially when there is no overlapping between the feature region. This is
then a clear sign for the NN, that certain values of that particular feature can be directly
and uniquely mapped to their respective class without even any correlation with other
variables. Another case is, if the distributions of the failed region is in the same feature

region as the finished region, but with different yields. This can indicate, that the higher
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yielded class region is preferred for the NN to be classified as that respective class. How-
ever, if the distributions of the failed and finished region are the same for a feature and
also have the same yield distribution, this does not necessarily mean, that this variable
is unimportant and has no separation power. This just means, that the feature itself can
not be used to separate between failed and finished jobs, but could have high separation

power in correlation with other variables.

In Figure [6.21] it can be observed, that for the failed and also for the finished regions
the actual core count of most jobs are in the first bin. However, it can be also observed,
that even most of the finished jobs in the failed region have low core count, while in the
finished regions also many finished jobs have core counts larger than 10. This means that
for the NN all core count below 10 give rise to a higher probability for failure, although
this can not be the only reason, since also in the failed regions, the first bin is equally well
populated. For the bin around ten, the NN is also not very sure if this should be classified
as failed or finished, since these two bins are populated in both regions, although there is
more a tendency for being classified as finished jobs, since the bin for the finished region
is more populated. However, for the NN a core count larger than 20 is a clear indication

that the jobs do have a higher probability for finishing.

The CPU efficiency is shown in Figure[6.22] and the first thing one can observe is that
for low CPU efficiency in the finished region the NN is not able to give them a higher
probability for failed, although this region is mostly populated by failed jobs. This is
due to the fact, that during the data preparation, a CPU efficiency cut is set, where all
events with a CPU efficiency lower than 0.05 is discarded. Therefore it is expected that
the NN can not make use of this information, since these events were masked out during
the training of the NN. However, in general the distributions of the failed region is more
spread, while most of the finished region jobs are located either around the CPU efficiency
value of 1 or 0. The largest difference of the distributions between the failed and finished
region is, that the middle region between the two peaks of the CPU efficiency is much
more populated in the failed region, compared to the finished region. The NN seems to
prefer an CPU efficiency of 1 to be classified as finished, since the peak of the finished

region is much narrower and in general higher than the peak of the failed region.
For the disk 1O, the only major difference is, that there is a failed jobs peak in the

failed jobs region at an disk IO value of around 3700, which is probably just a fluctuation

in the test data, since there is no such peak in the larger training data shown in Fig-
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ure 0.5l In general the distribution seems to have a larger tail than the finished region.
Nevertheless, judging by the jacobian and hessian from Figure and the disk 10
were not really important for the NN to judge whether the job belongs to the failed or fin-

ished region, which is in agreement with the observations from the marginal distributions.

The input file bytes distribution shown in Figure shows, that the NN correlates
larger input file bytes with higher probability of failure, while lower input file bytes hints
to a higher probability for jobs being finished. Also from the jacobian and the hessian
from Figure and it can be observed, that the input file bytes is a variable of major

importance for choosing whether a job has finished or failed.

For the 10O intensity distributions shown in Figure [6.25] it can be observed that for the
finished region the distributions decreases very quickly exponentially. For the failed re-
gion, it can be observed, that the distributions has two peaks at the left and right border
of the distribution, but also has significantly many events in between, which is not the
case for the finished region. Furthermore, the finished region as well as the failed region
do have a peak at the first bin, although the height of the failed region first bin is much
lower than the peak of the first bin in the finished region. Furthermore, the IO intensity
has also a peak with many jobs located at the outermost right bin of the distribution,
whereas for the finished region there are only very few jobs located there. This might
hint to the fact, that higher IO intensity in general increases the probability for the job
to fail.

For the 10 bytes read distributions shown in Figure there is no significant dif-
ference. This means, that there is no obvious sign, that certain values of the IO bytes
read might lead to an increase in the probability of a job to fail. This also matches with
the expectation of the values for the 10 bytes read in the jacobian and hessian matrix of
Figure and [6.10], since the IO bytes read has the lowest value in the jacobian compared

to all other variables.

The IO bytes written distributions for the failed and finished regions are shown in Fig-
ure [6.28] This is the second highest rated variable in the jacobian, shown in Figure [6.9]
The difference in the IO bytes written distributions between the failed and finished regions
is, that firstly the peak of the first bin in the failed regions is higher. Furthermore, the
distribution in the failed region drops exponentially much quicker than the distribution

of the finished region. However, there are no marginal IO bytes written values, which
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are exclusive for the failed region. Therefore, the marginal distribution of the 10 bytes
written variable gave the additional insight, that also other features are important to

correlate with, in order to have a strong separation between the failed and finished job.

The 10 bytes write rate distributions for the failed and finished regions are shown in
Figure [6.29. This variable has the highest value in the jacobian shown in figure [6.9, The
IO bytes write rate looks very similar to the IO bytes written, which is also expected,
since these two variables are highly correlated. The high correlation is also shown by the
fact, that the value in the jacobian for the IO bytes written is ranked the second highest,
while the 10 bytes write rate is ranked the highest. One difference in the 10 bytes write
rate distribution is, that like the IO bytes written variable, there is a peak at the first
bin, but then for the failed region the distributions decays much quicker than for the
finished region. However, other than the IO bytes written, the peaks of the first bin is
equally high. Another notable thing is, that for the IO bytes write rate, there is a higher
peak in the last bin of the failed region, whereas for the finished region there is only a
comparably small peak. Therefore, higher IO bytes write rate indicates that a job has a
higher probability of failure.

The memory leak distributions for the failed and finished regions are shown in Figure
[6.30} In general, the distributions of the failed and finished region look very similar, where
there is a peak around zero and then decaying to the negative, but also to the positive
side slightly asymmetrically. Both the finished and failed region decay to the positive
side less quickly, compared to the negative side. However, for the failed region, the decay
of the peak to the positive side is even a little slower, compared to the finished region.
Hence, the NN have a tendency to classify jobs with a higher memory leak as failed, while
for a memory leak around zero it has a tendency to classify the job as finished. There
is no significant distribution difference between the failed and finished region, meaning
that for the memory leak variable, there are no dedicated values, which might increase

the probability of job failures.

The last distributions which is investigated, is the wall time. For the wall time, the
distributions for the failed and finished region is shown in Figure [6.31] It can be ob-
served, that also for the wall time, there is a peak at low values for the failed and finished
region. However, the peak for the failed region is higher than for the finished region,
but it also decays much faster than for the finished region and also it does not decay

as smoothly as for the finished region. A striking difference of the two distributions is,

95



6 Results

that for the finished regions, there are also continuously jobs for a wall time larger than
50000s, whereas for the failed region there are a vanishing number of jobs except for the
last bin. Therefore, larger walltime indicates a lower probability of a job failing than for
smaller wall times. This could be due to the fact, that those lower wall times are caused
by the failed jobs, which for example did not estimate their needed resources correctly
leading to an early failure of the job or due to some error in the code itself. Furthermore,
there is also a peak in the finished region at a wall time of around 30000s. This bias was
not introduced in the NN training, since there is no such peak in the marginal training
data distribution for the walltime, shown in Figure Therefore, this peak probably

corresponds to fluctuation of the testing data.

In general it can be concluded, that for most of the marginal distribution only tendencies
of the NN for failing and finishing predictions could be drawn as conclusions. However,
there are also marginal distributions, which showed significant differences between the
failed and finished regions, meaning that the NN found some correlation in these variables,
which it uses exclusively to predict a job more confidently as failed or finished. For large
values of the input file bytes and the IO intensity, the NN mostly puts the jobs into the
failed region, while for the finished region there are nearly no jobs for those large values in
input file bytes and 10 intensity. For the walltime, the opposite can be observed, where the
NN puts the jobs with large wall times mostly into the finished region, while for these large
values there is nearly no failed jobs. An important insight from the marginal distribution
analysis is, that there are no single features which have a high separation power, but
rather the correlation of the features with each other give rise to the separation power of
the NN.

6.6 Processing Type Analysis

In section the differences in the marginal distributions for finished and failed regions
of the NN score of Figure are discussed. The goal of that is to investigate and under-
stand, if there are correlations already in the marginal distribution, which might give a

hint to when the probability for a job might increase.

Another question, which can be investigated in the course of understanding and search-
ing for a higher type II failure risk, is to learn if there are differences in the failed jobs
meta data space for different processing types. The two types which are considered here

in this section are the jobs, submitted by individual users and central ATLAS jobs. This
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is in particular interesting, since the expectation would be, that users are more likely to
make mistakes like not estimating correctly the resources they need or just having flaws
in their code. This then could lead to errors, which are in the meta data space distin-
guishable from failures, which occur due to some failure of the grid itself. One example
would be, that the user is more probable to write flawed code, which raises an error at an

early stage, which can then be observed in small wall times.

For this purpose the NN score histogram for only the failed jobs for different processing
types are plotted and shown in Figure [6.32] For that histogram only jobs with a bin fail

rate of 30 % are taken into account.
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Figure 6.32: Histogram of the score of the NN for failed jobs with less than 30 % failure
rate within one bin. The histogram is split into user and ATLAS processing
type, indicating if the job was submitted by individual users or are central
ATLAS jobs.

From the NN score histogram shown in Figure[6.32]it can be observed, that indeed most
of the failed jobs within the failed region which are distinguishable from the finished jobs
belong to individual users and do not belong to the central ATLAS jobs. Furthermore,
the largest fraction of the central ATLAS jobs belong to the finished region, where the NN
was not able to find any correlations, to separate these jobs from the finished jobs based
on the meta data space variables as input. In general it can be observed, that the NN
score distribution for the ATLAS jobs is very similar to the NN score distribution of the
finished jobs shown in Figure

In order to understand the difference between user jobs and central ATLAS jobs, the

marginal distributions for the meta data space variables used for the NN training are
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drawn and shown in Figure t0 [6.38
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Figure 6.33: Normalised histograms for the actual core count (left) and for the CPU
efficiency (right). Only the failed jobs with a bin failure rate smaller than
0.3 are taken into account. The normalisation is applied on each processing

type separately.
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Figure 6.34: Normalised histograms for the actual core count (left) and for the CPU
efficiency (right). Only the failed jobs with a bin failure rate smaller than
0.3 are taken into account. The normalisation is applied on each processing

type separately.
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Figure 6.35: Normalised histograms for the IO intensity (left) and for the IO bytes read

(right). Only the failed jobs with a bin failure rate smaller than 0.3 are
taken into account. The normalisation is applied on each processing type

separately.
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Figure 6.36: Normalised histograms for the 10 bytes read rate (left) and for the 10

bytes write rate(right). Only the failed jobs with a bin failure rate smaller
than 0.3 are taken into account. The normalisation is applied on each
processing type separately.
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Figure 6.37: Normalised histograms for the 1O bytes written (left) and for the memory
leak (right). Only the failed jobs with a bin failure rate smaller than 0.3
are taken into account. The normalisation is applied on each processing

type separately.
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Figure 6.38: Normalised histograms for the wall time. Only the failed jobs with a bin
failure rate smaller than 0.3 are taken into account. The normalisation is
applied on each processing type separately.

From the actual core count distributions shown in Figure [6.33], it can be observed that
most of the user jobs as well as the central ATLAS jobs only use a few cores, although
the peak of the user jobs is much higher than for the central ATLAS jobs. A significant
difference of the central ATLAS jobs is, that also a large fraction uses up to 10 cores and a
small fraction also up to nearly 20. This might be due to the reason, that central ATLAS
jobs do process much more data and run processes on a much larger scale, than usual

individual user jobs.

From the distribution for the CPU efficiency shown in Figure [6.33] it can be observed
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that most of the failing central ATLAS jobs have their events within the first two bins and
then decaying very quickly, while for the failing user jobs, the there is also a much smaller
peak for the first two bin and therefore also only decaying more slowly. In general the
user jobs distribution for the CPU efficiency is more spread and also has a wider peak at
around 1. At an CPU efficiency around 1, there is again a peak from the ATLAS as well
as for the user jobs. The larger peak for low CPU efficiency values could be explained by
the fact, that ATLAS in general allocates more cores, which might not been used at all.
Also it could be, that the job might have failed due to some issue of the grid after a short
period of time and therefore the actual jobs did not run. However, since ATLAS allocated
more cores in the beginning and most of these were not used at all due to the failure, the

CPU efficiency for ATLAS jobs is in general smaller than for users.

For the disk IO and the input file bytes shown in Figure [6.34] it can be seen, that
for both of these distributions, there is a peak for low values for both processing types.
However, the central ATLAS jobs decay much quicker towards higher disk IO and input
file bytes, compared to the user jobs, meaning that on average the user jobs have more
disk IO and input file bytes than even the central ATLAS jobs. Also if taking the other
IO variables like 10 intensity, IO bytes read, IO bytes read rate, IO bytes write rate or 10
bytes written shown in Figures to[6.37] it can be observed that the user jobs almost
always tends to use as many resources as the central ATLAS jobs. However, a reason why
it might be more problematic for users than for ATLAS is, that many of them might not
be able to estimate the amount of resources they need, leading to allocating not enough
resources and therefore causing an error, if for example they need more disk than they
allocated. Another reason could be, that due to the larger input file bytes, there might
be a higher risk for job failure. This is due to the fact, that during the whole duration
of input file bytes transfer, the network has to be stable. However, the more input file
bytes there are to be transferred, the longer the process of transferring takes. This makes

it more vulnerable to network issues, causing the whole job to fail.

In the wall time shown in Figure [6.38]it can be observed, that in general the user jobs
have a smaller wall time, compared to the central ATLAS jobs. This is also what is ex-
pected, that the user wall time in general tends to be smaller, since the overall task of
users are expected to be executed faster and in general have more flawed code, which lead
to an earlier interruption of the job. Furthermore, there is a peak around 30000s for the
user job. This is just a fluctuation of the dataset, as there might be one user who just

submitted many jobs with this time limit in the month of this dataset. This can not be
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observed in the much larger training dataset marginal distribution and therefore also did

not bias the NN training with such peaks.

In summary it can be observed, that one major difference is, that central ATLAS jobs
also have jobs, which uses around 10 and more cores, while the user jobs mostly exclu-
sively use around 2 cores. Furthermore, user tend to have jobs, which uses even more disk
IO and input file bytes than central ATLAS jobs. Also for other 10 variables, the user
uses as many resources as the central ATLAS jobs. This might be also the reason, why in
general the wall time of user jobs seems to be smaller than for ATLAS jobs, since the user
jobs tend to fail earlier due to the fact, that the needed resources exceeds more likely the
requested and allocated resources. One solution would be, that the users try to estimate

their resource needs better and maybe try to allocate from the beginning more resources.

The differences in ATLAS jobs and user jobs are similar to the differences shown in
the section before, when investigating the differences between the failed region and the
finished region. This is also expected, since the ATLAS jobs are mostly on the finished
region side and only very few on the failed region side, while there are also many user
jobs on the failed region. Therefore, the differences in the marginal distributions should
reflect the differences between the failed region and the finished region, discussed in the
previous section. Also for this section, the importance are more the correlation of the
features which give rise to the separation power between the two processing types, since
there are no features, which on their own have strong separation power, which indicates

that from these features it is clearly separable between the two processing types.
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The goal of this analysis was, to investigate if there are hidden correlations in the meta
data space, leading to an higher type II failure risk. In order to investigate if there are
such hidden correlations, a NN is trained with the goal to separate and isolate the failed
jobs from the finished jobs. If the NN after the training is able to separate the failed
jobs from the finished jobs, it means that there exists such hidden correlations in the
meta data space, leading to a higher type II failure risk. In section and it is
shown, that such correlations exist, from which the NN is able to confidently separate the
finished jobs from the failed jobs. This can be concluded from the score histograms
and [6.12] After that, the differences of the marginal distributions between the jobs which
were classified as finished and the jobs which were classified as failed were investigated,
trying to understand better the decision process and tendencies of the NN classification.
For that, a failed and a finished region are defined, which is described in section [6.5] In
general mostly tendencies can be observed of when the NN predict which classes based on
one feature. This means that the correlations with the other features can create the sep-
aration power but can not be simply inferred by single features. There are also exclusive
regions, where it is clear that for some value of the feature, the NN will predict the job as
failed /finished, but these regions only have a small fraction of the event yields, meaning
that for most of the events this clear distinction can not be made. In order to understand
the hidden correlations better, 2D histograms could be investigated as a next step, in
order to see if with the correlations of two features, there are more exclusive regions for

the failed/finished jobs, which are not populated by the other class.

At last, also the job failures for different processing types are investigated, to see if
there are differences between individual users jobs and central ATLAS jobs in the meta
data and in general if maybe one type is more separable from the finished jobs then the
other. From the score histogram shown in Figure [6.32] it can be concluded that most of
the failed jobs which can be confidently separated from the finished jobs are individual
users jobs, while nearly all the central ATLAS jobs can not be confidently separated from

the finished jobs. It seems like there really is a difference between the user and central
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ATLAS jobs. This might suggest, that the user jobs are in general not thoroughly tested
and often fail due to bugs, which in turn then influences indirectly the meta data of the
user jobs. In order to study this, the differences in the meta data between central ATLAS
jobs and individual user jobs are investigated. When investigating the differences in the
marginal distributions between ATLAS and user jobs, it was observed that those are also
mostly the same differences, which could be observed when investigating the differences
between the failed and finished region jobs. This is expected, since the ATLAS jobs do
hardly differ from finished jobs. One striking point is, that for the IO variables, the user
jobs use as many or even more resources as the central ATLAS jobs, which might be more
probable to lead to a failure, since the users might not be able to estimate their resource
needs good enough, leading to too few resource allocation which then causes the job to
fail. One obvious difference in the different processing types is, that for the user jobs the
input file bytes is in general larger than for ATLAS jobs. One reason why large input file
bytes might be a higher risk for jobs to fail is, that individual users might in general tend
to allocated too few disk, since they can not estimate their own resource needs very well,
leading to an failure of the job. Another reason why large input file bytes might be a
higher risk for job failure is, that during the whole duration of input file bytes transfer, the
network has to be stable. However, the more input file bytes there are to be transferred,
the longer the process of transferring takes. This makes it more vulnerable to network
issues, causing the whole job to fail. Therefore, one way to avoid this issue is to split
a job with large input file bytes into multiple jobs with less input if possible. In that
way also not so much of the progress is lost, when the job fails. Also this would increase
the number of successful jobs and decrease the fail rate, since now instead of one job
failing, maybe there are multiple jobs finishing and only one failing. However, this is a
hypothesis and still needs to be verified by investigating the job splitting of users and the

central ATLAS jobs, by comparing and investigating for example the number of input files.

For the other variables, which are looked into in the course of investigating the differ-
ences of the different job types, there are no clear conclusions regarding the differences of
the two different processing type jobs, but rather tendencies can be observed. In order
to investigate the hidden correlations even more, one could try to use even lower cuts
for the failed region, to get even purer regions. However, judging from the NN score
histogram, only a small fraction of failed jobs is even separable from the finished jobs.
For the next step, to understand the differences a little bit better, 2D histograms could be
taken into account, since the correlations of two variables might be slightly more insight-

ful. In general it can be concluded, that correlations with more than 3 features can not
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be grasped, since this can not be well visualised and therefore can not be properly investi-
gated. The NN can only tell if there are such correlations, but can not directly tell which
feature correlations are the driving factor for the decision making. Hence, tendencies
and some structures can be investigated by looking for example into the marginals after

the NN training and evaluation, but higher correlations can not be investigated with that.
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